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Abstract – The turnaround time of a job running on a cluster is 
very important for both the users as well as the system 
administrators. But any event which causes the job to fail, results 
in the wastage of all the computations done till that point. The 
job has to be restarted all over again. This results in increase in 
the average turnaround time of a job, which is not desirable in a 
production environment. In this article, we discuss whether there 
exists an ideal size of a process by migrating which one can 
derive tangible benefits in the average turnaround time of jobs in 
a production environment. This is substantiated with practical 
implementation and the findings have been reported. 
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I. INTRODUCTION 
System administrators as well as users of all computing sites 
always desire that the turnaround time of a job running on 
these systems be minimized. The user’s point of view is to get 
the job outputs as early as possible. Conversely, site 
administrators want to increase the throughput of their 
systems. But in a cluster, there are a multitude of components 
which may fail, resulting in poor job throughput. A failing 
machine can make all the computations done on it to go futile. 
 
An approach to address this issue is to transfer the execution 
context of a running process from a failing to a healthy 
machine. This is achieved by saving the execution context of a 
running process at regular intervals of time. The saved 
execution context is called checkpoint. If the running process 
is killed as a result of any failure, one of the checkpoint 
images is used to resume the process execution from an earlier 
state, rather than restarting the process from scratch. The 
restart can be done on the same or on a different machine. 
  
The benefit of process migration is that even if a process fails, 
only a part of its execution is wasted. But these benefits come 
at the cost of overheads like the time for creating checkpoint 
images at regular intervals, time to transfer the image over the 
network and the time to restore the process execution context 
from the checkpoint image. It goes without saying that process 
size governs these penalties. Hence there must be an ideal 
process size for a given environment, by migrating which, one 
can realize maximum benefits in the average job turnaround 
time. We have attempted to find such an ideal process size 
under a given environment. 

 
As part of this research work, a checkpoint restart 
implementation for non-communicating sequential processes 
was developed. This was used to explore the benefits of 
process migration in terms of the job turnaround time. The 
research sought to find out if there really are any benefits of 
process migration and if they are there, then how they can be 
quantified and what are the effects of process size on them? 
 
This article is organized as follows. Section II describes 
briefly a study of previously developed checkpoint restart 
mechanisms. Section III describes the implementation details 
of the checkpoint restart modules developed as part of this 
study. Section IV describes the experimental set up. Section V 
explains the types of test cases which were investigated. The 
obtained results are reported in Section VI while Section VII 
covers the conclusions based on the results. Section VIII 
specifies the related work that is to be carried out in future. 

II. RELATED WORK [1], [2], [5] 
Given the importance of process migration, a large number of 
attempts have been previously made to develop the 
methodologies for migrating processes across machines. 
These approaches range from user code modifications to 
writing completely new operating systems from scratch. 
 
In a few cases like Charlotte [1], DEMOS/MP [1] and Locus 
[1], non-Unix compatible operating system kernels have been 
written. The idea behind these projects was that the UNIX 
kernel does not inherently support process migration and 
hence new kernels were written. A project named EPCKPT 
[6] was part of the Nomad distributed operating system and it 
focused on having a minimal sized checkpoint of the process.  
 
Another approach is to add a module to the kernel with 
support for process migration. The BLCR [4] (Berkeley Lab’s 
Checkpoint Restart) and CRAK (Checkpoint Restart As a 
Kernel module) [7] were two systems which added the 
support for process migration by loading a module in the 
kernel at runtime. Such an approach does not require any 
kernel patches, recompilation or even a reboot.  
 
Another approach is to have the checkpointing code installed 
as a shared library and load it at run time. The checkpointing 



code can be a signal handler which is invoked when a 
particular signal is sent to a running process. The process can 
be restarted at a later time on the same or a different machine 
using the checkpoint image. Our implementation is on similar 
lines and does not require kernel modifications [3]. 

III. IMPLEMENTATION DETAILS 
It is a non-trivial job to restore the process completely if the 
kernel does not support such functionality. A large number of 
kernel level data structures are maintained by the kernel for 
every running process. These data structures cannot be 
restored by a checkpoint restart mechanism which is not 
implemented at the kernel level. On the other hand, a kernel 
level implementation requires modifications to the kernel (e.g. 
kernel patches, recompilation). Such an implementation is 
transparent to user processes and no user code modifications 
are needed.  In contrast, application-level checkpointing, the 
user code is made aware of the presence of a checkpoint 
restart mechanism by incorporating some calls related to 
checkpointing and restart. Such an implementation requires 
modifications to existing user codes, failing which, the 
checkpoint restart functionality cannot be used by them.  
The approach followed for this research is to follow a middle 
path between these two methods. As explained in Section II, 
our implementation uses a checkpointing module which is 
installed as a user-level shared library. The kernel and the 
applications are unaware about the presence of any 
checkpointing mechanism.  
 
As part of this research, various modules were developed. The 
following sub sections explain the working of the checkpoint 
and the restart module of the current implementation. 
 
A.CHECKPOINTING MODULE 
 
The checkpointing module generates the checkpoint image of 
a running process. This module is invoked when a running 
process receives a particular signal. In the current scenario, the 
signal SIGQUIT is used to call the checkpoint module. The 
default signal handler of SIGQUIT generates a core dump and 
terminates the running process. This default behaviour is 
overridden by the checkpointing module. A daemon running 
on each of the machines sends the signal SIGQUIT to the user 
jobs. This invokes the checkpointing module and a checkpoint 
image is saved. After this, the process continues normal 
execution.  
 
The checkpoint image of a running process consists of the 
executable file of the program, a core dump file, the files 
opened by the process at the time of creating the checkpoint 
and a file having the metadata about the opened files.  
 
The checkpoint image of a running process consists of a core 
dump file of the process address space. The core dump file 
contains an image of the process's memory at the time the 
checkpoint was taken. Core dump files in Linux follow the 

standard Executable and Linkable Format (ELF) [9], [10]. 
ELF is the standard for specifying binary and executable files.  
 
B.RESTART MODULE 
 
The restart module makes use of the checkpoint image to 
restore the execution context of the process. The restart 
program forks a child process and then injects the checkpoint 
image in it. This child process then behaves like the original 
checkpointed program.  
 
The restart program controls the execution of the child to load 
the checkpoint image. On behalf of the child, the restart 
program opens the same files which were opened by the 
checkpointed process; reads the core file and maps the same 
memory segments into the child’s address space with the same 
permissions. The child loads the shared libraries by making an 
exec call to the executable and executing up to the first 
instruction. 
 
After the file descriptors are restored, the library files are 
loaded and the process address space is expanded; the address 
in the instruction pointer is reset to the value at the time of 
taking the checkpoint image. Once the instruction pointer is 
restored, the restart program relinquishes the control of the 
child program and allows it to continue execution from the 
point at which the checkpoint was saved. 
 
Since the current checkpoint restart implementation works at 
the user level, the process id of the restarted process is not 
same as that of the checkpointed process. The current 
checkpoint and restart implementation can only be used for 
migrating processes in Linux environment. The 
implementation works over kernel version 2.4. It can 
checkpoint-restart non-communicating sequential processes. 
The same checkpoint image can be used multiple times for 
restarting the process. Since migration is achieved using the 
ELF core dump file, while migrating processes between 
different machines, the core dumps between the two machines 
have to be compatible. 

IV. EXPERIMENTAL SETUP 
For the experimentation, a cluster of nine machines was setup. 
Out of these, eight were used to run the test programs while 
one (head node) was used to manage the runs. Each of the 
machines was identical in terms of the hardware resources and 
software packages. The machines had a 1.5 GHz P-IV 
processor along with 640 MB of memory. The operating 
system installed on these machines was Redhat Linux 7.3 
(kernel 2.4.18). The machines were connected to each other 
by a Gigabit Ethernet network interconnect. 
 
The jobs were fired from the head node to the other nodes. 
The selection of a machine for job submission was done in a 
round robin fashion. The submission pattern was such that at 
every single point of time, only one job was running on a 



machine. The submission of the next job on the same machine 
was suspended until the earlier one got completed. 
 
The test programs for the experiments were intended to be a 
mix of computation as well as I/O activity in order to mimic a 
normal user code in a production environment. The jobs 
consisted of the sequential code for multiplication of square 
matrices of large size. These programs generated two matrices 
using random number generators; wrote them to an output 
file; calculated the product and wrote the product matrix to the 
same output file. The test program was executed for various 
square matrix sizes from 2100×2100 to 4800×4800. 

V. EXPERIMENTS CONDUCTED 
Many sets of experiments were conducted as a part of this 
study. The following test cases were repeated for various sizes 
of the square matrix. 
 
A. Case I (No Checkpointing, no Failures)  
 
In the first case, on each of the 8 machines, 15 test jobs were 
submitted one after the other. In this case, the jobs were not 
checkpointed and failures were not introduced. The results of 
these tests gave the actual turnaround time required if there 
are no failures and no checkpoint-restart mechanism is in 
place. So this case can be considered as emulating the “ideal” 
scenario in which all the submitted jobs reach completion 
without encountering any failure.  
 
B. Case II (With Checkpointing, no Failures)  
 
In the second case, the above tests were repeated with 
checkpointing of the jobs. Each of the submitted jobs was 
checkpointed once during its execution lifetime. These tests 
were conducted to obtain the checkpointing overheads.  
 
C. Case III (No Checkpointing, with Failures, Start from 
Scratch)  
 
In these runs, Case I was repeated with no checkpointing, but 
failures were introduced at different points of time. The failed 
jobs were immediately restarted from scratch on the same 
machine. Although in real circumstances, a failed job may be 
resubmitted on the same or different node after certain 
duration of time. To account for such delays, the machine 
reboot time (100 seconds for test machines) was added to the 
turnaround time of the failed jobs and a new set of results 
named “Practical Scenario” were found out. The assumption 
was that once the job is killed, it may take at-least the machine 
reboot time to restart the job.  
 
D. Case IV (With Checkpointing, with Failures, Start from 
Checkpoint Image on Same Node)  
 
As compared to Case III, in this case, each of the jobs running 
on the cluster was checkpointed once. The jobs killed by the 
signal “SIGKILL” were restored by using their checkpoint 

image. The restoration of the job was done on the same 
machine immediately. The use of the checkpoint image for 
restoring the job saved the computations performed by the 
failed job before the checkpoint was taken. The additional 
overhead in this case was the time taken by the “restart” 
module to restore the original execution context.  
 
E. Case V (With Checkpointing, with Failures, Start from 
Checkpoint Image on a Different Node)  
 
In this case, the Case IV was repeated with the difference that 
the failed jobs were restored on a different machine. For this 
case, after job failure, the checkpoint image was copied to a 
remote machine and the “restart’ module restored the 
execution context of the failed job. The experiment was 
performed on Gigabit Ethernet interconnect. This case brought 
about the effect of the underlying network on the time to 
transfer the checkpoint image to a new node.  

VI. RESULTS 
As a part of this study, we have tried to find out the effect of 
process size on the average job turnaround time. The 
experiments have been repeated for various process sizes. The 
process size has been changed by varying the order of the 
square matrices. The minimum matrix size was 2100×2100 
while the maximum was 4800×4800. For the current research, 
out of 120 jobs in a test run, 56 were killed (in Case III, Case 
IV and Case V), thus employing a failure rate of almost 46%. 
 
Table I lists the average turnaround times (in seconds) 
observed in each of the cases for the different matrix sizes. 
Along with the average turnaround times, the overheads in 
each of the cases, expressed as a percentage with respect to 
the ideal turnaround time (CASE I), have also been reported. 
These overheads have been calculated in the following 
manner, e.g. for 2100-size matrix, 
 
Case I turnaround time  = 206.31 sec 
Case II turnaround time   = 226.52 sec 
Overheads in Case II   = 226.52 – 206.31 
    = 20.21 sec 
Percentage Overheads in Case II  = (20.21×100)/206.31  
    = 9.80% 
These results have been presented graphically in Fig. 1 and 
Fig. 2 respectively. Initially, it was seen that the percentage 
overheads in CASE II, with respect to the ideal job turnaround 
time, decreased from 9.80% (for 2100) to 5.32% (for 4100) 
and then there was a steady increase to 6.08% (for 4800). This 
was due to activity at the swap space for larger process sizes. 

VII. CONCLUSIONS 
The Case I turnaround time was the least of all cases. The 
Case II (with checkpointing, no failure) turnaround time was 
greater than that of Case I but the percentage overhead was 
variable. The turnaround time in Case III was greater than all 
the cases for higher process sizes. Since the Case III 
turnaround time was greater than that of Case IV and Case V, 



it can be said that there are definite benefits of process 
migration.  
 
From our experimentation, we found that the ideal candidate 
for migration was the process whose size was 190 MB and 
checkpoint size was 285 MB. This process size corresponds to 
the 4100-size matrix order in our experimental set-up.  At this 
particular size, the overhead of checkpointing, expressed as a 
percentage with respect to the ideal turnaround time, was 
found to be the least (Fig. 2). It was observed that gains in 
turnaround times could be obtained for jobs of other sizes by 
resorting to process migration. However, the ideal size was 
observed to be the one corresponding to 4100-size matrix, to 
gain maximum benefits in average job turnaround time. 

VIII. FUTURE WORK 
Currently the checkpoint restart mechanism works for Linux 
kernel 2.4. Support for version 2.6 is to be provided. Later on, 
the checkpoint restart mechanism will have to be expanded to 
migrate parallel processes. Then the above studies will be 
repeated with parallel processes. Apart from this, a study to 
discover optimum checkpointing frequency may be taken up. 
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Table I Average Turnaround Time (in sec) and Percentage Overheads v/s Matrix Size 
 

Matrix 
Order 

CASE I 
(sec) 

CASE II 
Time  (%age 

overhead) 

CASE III 
Time  (%age 

overhead) 

CASE IV 
Time (%age 
overhead) 

CASE V 
Time (%age overhead) 

2100 206.31 226.52  (9.80) 249.24  (20.81) 255.76  (23.97) 252.80 (22.53) 

2200 236.32 258.95  (9.58) 287.54  (21.67) 290.25  (22.82) 296.57 (25.49) 

2500 345.20 374.28  (8.43) 414.66 (20.12) 413.43 (19.76) 413.55 (19.80) 

2800 486.68 523.04  (7.47) 589.08  (21.04) 574.96 (18.14) 605.75 (24.46) 

3000 593.88 635.58  (7.02) 721.55  (21.50) 691.88 (16.50) 695.98 (17.19) 

3200 733.26 780.33 (6.42) 901.16  (22.90) 852.12 (16.21) 857.97 (17.01) 

3500 948.76 1005.66  (6.00) 1171.68  (23.50) 1082.07  (14.05) 1085.93 (14.46) 

3600 1028.45 1088.62  (5.85) 1256.90  (22.21) 1174.78  (14.23) 1218.62 (18.49) 

3700 1118.85 1183.02  (5.74) 1366.42  (22.13) 1280.41  (14.44) 1345.83 (20.29) 

3800 1204.56 1272.40  (5.63) 1475.03  (22.45) 1370.45  (13.77) 1410.78 (17.12) 

3900 1309.67 1381.90  (5.52) 1593.04 (21.64) 1492.90  (13.99) 1573.53 (20.15) 

4000 1410.58 1486.38  (5.37) 1723.65  (22.19) 1603.3  (13.66) 1680.67 (19.15) 

4100 1504.90 1584.91  (5.32) 1841.31  (22.35) 1709.65  (13.61) 1777.67 (18.13) 

4200 1620.98 1713.03  (5.68) 1980.30  (22.17) 1846.03  (13.88) 1910.57 (17.86) 

4300 1749.64 1854.27  (5.98) 2140.56  (22.34) 1991.64  (13.83) 2062.23 (17.87) 

4500 1988.56 2107.4 (5.98) 2446.13 (23.01) 2260.30 (13.66) 2313.57 (16.34) 

4800 2458.97 2608.38 (6.08) 3028.81 (23.17) 2757.68 (12.15) 2765.53 (12.47) 



 
 

Fig. 1 Average Turnaround Time (in sec) v/s Matrix Size                                            Fig.2 Percentage Overheads v/s Matrix Size   
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